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Introduction to Machine Learning and PAC

Introduction to Machine Learning and PAC

I will start by describing a learning model called PAC learning, arguably the most
important one.
Suppose you are ignorant of avocados1, and you want to find the tastiest ones.
One way to do that is to try all of them,
but that might take too long. Another
idea is to classify them according
to certain features that will help you to
predict their tastiness and which can be
checked fast and without actually having
to taste them. From experience with
other foods you decide that the deciding
features are brightness and softness.

1This example, with certain modifications, as well as most of this section, is taken from the wonderful
book [SB14].
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Let’s say that you assign each avocado softness and brightness scores as real numbers in
R, so that the combined score is a point in R2.
What you are interested in finding is then an interval corresponding to brightness and
another interval corresponding to softness, such that being inside the corresponding
rectangle guarantees tastiness.

In other words, you
are looking for a rectangle in the plane.
How are we going to find the right one?
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Let’s try the following simple algorithm. Independently and randomly choose points in
the plane (i.e., avocados), test (i.e., taste) them and classify them according to their taste.
In the drawing, we have several points, the tasty ones are green.

Now that we have
a few points, how to produce a rectangle?
A naive attempt:
Guess the smallest rectangle
that contains all the green points.

How good is this approximation?

Let’s do some computations.
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Fix some notation. Let S be the set of points we found (the set of examples), and let R be
the “true rectangle” we are looking for. Let R(S) be the rectangle given by the algorithm
in the previous slide. Clearly R(S) ⊆ R. Let µ be a continuous probability measure on
the plane (no line gets positive measure).

Proposition

Let ϵ, δ > 0, and let n ≥ 4 ln(4/δ)
ϵ . Then, with probability ≥ 1− δ for choosing randomly n

points for S, the measure of the difference R \ R(S) is ≤ ϵ. In other words, with high probability,
the algorithm produces an approximately correct answer.

Proof.

Let R1 ⊆ R be the rectangle of measure ϵ/4 with the same top edge as R, and similarly
define R2,R3,R4.
Note that if S ∩ Ri 6= ∅ then R \ R(S) ⊆

∪
i Ri, and so µ(R \ R(S)) ≤ ϵ.

Now, µn(S ∩ Ri = ∅) = (1− (ϵ/4))n ≤ en(−ϵ/4), so the probability that one of these is
empty is ≤ 4en(−ϵ/4). Hence, the probability that µ(R \ R(S)) ≤ ϵ is at least
1− (4en(−ϵ/4)). Now, n ≥ 4 ln(4/δ)

ϵ so n(−ϵ/4) ≤ − ln(4/δ), so (4en(−ϵ/4)) ≤ δ as
required.
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I will now describe a formal learning model.
Let X be a set, called a domain. Let H be a countable2 set of functions from X to {0, 1}
— a hypothesis/concept class (you can think of H as a family of subsets of X). In the
avocado example, X = R2, and H is the class of axis aligned rectangles with rational
corners. A learner is interested in studying some function f : X → {0, 1}, which
doesn’t have to be contained in H, but is very close to it. To make this precise, let µ be
a probability measure (or distribution) on X such that any function h ∈ H is
measurable, and let Lµ,f(h) = µ({x ∈ X | h(x) 6= f(x)}) for any function h ∈ H. This is
the loss of h. Say that f is realizable if inf{Lµ,f(h) | h ∈ H} = 0. In the example, any axis
aligned rectangle is realizable (when µ is a continuous measure).
What we are interested in, is an algorithm (i.e., function) A : (X×{0, 1})<ω → H that
guarantees, with arbitrarily high probability (choosing the examples from X
independently and randomly and applying the algorithm with the corresponding
answers from f) gives an arbitrarily small loss.

2The countability assumption is to avoid any measurability issues.
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Recall: X is a domain, H a hypothesis class (functions from X to {0, 1}), µ a
distribution on X and f : X → {0, 1} is a realizable function.
What we are interested in, is an algorithm (i.e., function) A : (X×{0, 1})<ω → H that
gets as input a finite sequence ((xi, f(xi)))i<k and, with arbitrarily high probability gives
an arbitrarily small loss. For S = (xi)i<k ∈ X<ω , let hS := A(((xi, f(xi)))i<k. Ideally, hS
would be a function that agrees with f|S or at least minimizing3 the training error
LS,f(h) :=

|{i<k|f(xi) ̸=h(xi)}|
|S| .

Caution

The choice of H matters!

Example

Let X = R2, H the set of all functions X → {0, 1}, f is an axis aligned rectangle and µ
a continuous probability measure.
Suppose that f represents the rectangle R whose measure is 1/2. Given S ∈ X<ω , let hS
be (the function representing) S ∩ R. Clearly, LS,f(hs) = 0. However, Lµ,f(hs) = 1/2.

3This is called ERM or empirical risk minimization.
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Here is the formal definition:

Definition

A hypothesis class H is PAC learnablea if there exists a function m : (0, 1)2 → N and an
algorithm A : (X× {0, 1})<ω → H such that:
For any distribution µ on X, every ϵ, δ > 0, every realizable function f : X → {0, 1},
and every m ≥ m(ϵ, δ),

µm({S ∈ Xm | Lµ,f(hS) ≤ ϵ)} ≥ 1− δ.

aPAC stands for Probably Approximately Correct.

Example

The class H of axis aligned rectangles is PAC learnable. Indeed, we proved above that
letting m(ϵ, δ) := 4 ln(4/δ)

ϵ works. To see this, we need to give the algorithm A; but this
is just the algorithm described above: given S = ((xi, yi))i<k, let A(S) be the smallest
rectangle containing all the points in xi for which yi = 1 (so hS is the smallest rectangle
containing S ∩ R, where f represents R).
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Question

Which classes are PAC learnable?

It turns out that although the definition of PAC-learnability seems complex, there is a
simple combinatorial condition equivalent to it.

Definition (VC-dimension)

Let X be a set and F ⊆ P(X). The pair (X,F) is called a set system.a We say that A ⊆ X
is shattered by F if for every S ⊆ A there is F ∈ F such that F ∩ A = S. A family F is
said to be a VC-class on X if there is some n < ω such that no subset of X of size n is
shattered by F . In this case the VC-dimension of F , denoted by VC(F), is the smallest
integer n such that no subset of X of size n+ 1 is shattered by F .
If no such n exists, we write VC(F) = ∞.

aIt is sometimes, especially in the model theoretic setting, more comfortable to work with
family of sets rather than functions to {0, 1}.

In terms of a hypothesis class H (of functions from X to {0, 1}), under the
identification with subsets of X, the VC-dimension of H is the maximal n such that for
some X0 ⊆ X of size n, {h|X0

| h ∈ H} = {0, 1}X0 .
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Let us give some examples.

Example

The family of (open) intervals (a, b), a, b ∈ R has VC-dimension 2. Indeed, if a, b, c are
3 points then reordering we may assume a < b < c, in which case any interval
containing a, c also contains b.

Example

The family of axis aligned rectangles has VC-dimension 4. Indeed, it is bounded above
by 4 since given five points, one of them is contained in any rectangle containing the
other 4. It is bounded below by 4, since a diamond can be shattered.

Example

What about the family of all convex subsets of the plane?
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Example

The family of all convex subsets of the plane has infinite VC-dimension.

Proof.

For any subset S of the circle, there is a convex set that contains exactly S but nothing
else. Thus, any finite subset of the circle is shattered by the family of convex sets. See an
illustration below.
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Here is the main theorem characterizing PAC learning.

Theorem (Fundamental theorem of PAC learning, Vapnik and Chervonenkis)

The following are equivalent for a hypothesis class H with domain X:

H has finite VC-dimension.

H is PAC learnable.

Historical notes

The definition of PAC originated in statistical learning theory with the works of
Vladimir Vapnik and Alexey Chervonenkis in 1971 [VC15]. Hence the acronym VC.
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The proof uses an important notion. Notation: for S = (xi)i<k ∈ X<ω and any Y ⊆ X,
let FS(Y) = |{i < k | xi ∈ Y}|/k (in terms of hypothesis class, this is LS,f(h) for h the
characteristic function of Y and f the constant function 0).

Definition

Let (X,F) be a set system and µ a distribution on X (such that all sets in F are
measurable). Fix some ϵ > 0. A sequence S ∈ X<ω is ϵ-representative (or an
ϵ-approximation) if for all Y ∈ F , |µ(Y)− FS(Y)| ≤ ϵ

Definition

We say that a set system (X,F) has the uniform convergence property if there is a function
m : (0, 1)2 → N such that for every ϵ, δ ∈ (0, 1) and every distribution µ on X, if
m ≥ m(ϵ, δ) then

µm({S ∈ Xm | S is ϵ-representative}) ≥ 1− δ

Theorem (Vapnik and Chervonenkis)

If (X,F) is a VC-class, then it has the uniform convergence property. Moreover, the function m
witnessing this depends only on the VC-dimension of F .
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Theorem (Vapnik and Chervonenkis)

If (X,F) is a VC-class, then it has the uniform convergence property.

Now let us see how to conclude the direction “VC-class” to “PAC learnability”. Suppose
that H is a hypothesis class with domain X of finite VC-dimension d. Let
md : (0, 1)

2 → N the function witnessing the uniform convergence property for classes
of VC-dimension d. Define m : (0, 1)2 → N by m(ϵ, δ) = md(ϵ/2, δ).
The algorithm A : X× {0, 1} → H is going to be any ERM function: given any sample
S = ((xi, yi))i<k, let hS ∈ H be any function such that h(xi) = yi for as many i < k as
possible.
Given a realizable f : X → {0, 1}, let Hf = {h+ f | f ∈ H} where + is taken modulo 2
(in terms of sets, this corresponds to taking the symmetric differences; note that this
does not change the VC-dimension). Let µ be a distribution. By the theorem, it is
enough to show that if S is ϵ/2-representative for Hf, then
Lµ,f(hS) = µ({x ∈ X | f(x) 6= hS(x)}) ≤ ϵ. As S is ϵ/2 representative, it follows that for
h ∈ H, |LS,f(h)− Lµ,f(h)| ≤ ϵ/2. Hence,
Lµ,f(hS) ≤ LS,f(hS) + ϵ/2 ≤ LS,f(h) + ϵ/2 ≤ Lµ,f(h) + ϵ for any h ∈ H. As f is
realizable, Lµ,f(h) can be arbitrarily small, so we are done.
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Introduction to model theory and classification theory

First let us review some basic notions from logic and model theory:

Languages, formulas, terms, (complete first-order) theories, etc.

Compactness.

Structures, models (of a theory), elementary substructures and extensions,
(complete and partial) types, saturation, monster model (a very large saturated
model containing all of our sets and models, U ).
Definable sets: if M is a structure and ϕ(x) a formula (perhaps with parameters
from M) then the set ϕ(M) := {a ∈ Mx | M � ϕ(a)} is a definable set.

Definable families: if ϕ(x, y) is a formula with a partition of its free variables, then
the corresponding definable family of the collection {ϕ(M, a) | a ∈ My}.
The space of types over a set A is denoted by S(A). When we fix a formula ϕ(x, y)
and A a set of y-tuples we can consider the space of ϕ-types Sϕ(A), where a
(complete) ϕ-type is a maximal consistent set of instances of ϕ and ¬ϕ over A.

Ramsey theorem and indiscernible sequences (these are sequences (ai)i<ω such
that all increasing tuples of the same length have the same type).
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Classificiation theory

Classification theory started with Morley’s theorem saying that κ-categoricity equals
ℵ1-categoricity (for countable theories) where κ is an uncountable cardinal. It was
further developed by Shelah in his solution to Morley’s conjecture that the function
I(T, λ), which counts the number of models of a complete countable theory T of
cardinality λ up to isomorphism, is non-decreasing. See [She90].
As the name suggests, one classifies first-order theories by various properties, sometimes
called dividing lines. The idea is that these lines identify classes of theories enjoying an
interesting structure theory and examples.

Historical notes

All major classes were discovered by Shelah.
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See www.forkinganddividing.com (by Gabriel Conant).
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The most important class is the class of stable theories. For many years pure model
theory was dominated by stability theory. This is due to both to the beautiful structure
theory and the existence of interesting examples.

Definition

A partitioned formula ϕ(x, y) is stable if it does not have the order property: there are no
(ai, bi)i<ω (in any model) such that ϕ(ai, bj) holds iff i < j. A theory T is stable if all
formulas are stable.

Some examples:

Example

1 The theory of an infinite set Th(N,=).
2 Algebraically closed fields of any characteristic, and more generally separably

closed fields.
3 Differentially closed fields (universal domains for fields with derivations).
4 Planar graphs.
5 Abelian groups or more generally R-modules for a ring R.
6 Equivalence relations.
7 The (unique) theory of a non-abelian free group (by work of Sela).

Itay Kaplan (Hebrew University of Jerusalem) Machine Learning and Model Theory 20 / 46



Introduction to model theory: stability and NIP

As we said, stable theories have beautiful structure theory. This is thanks in part to the
existence of a very nice notion of independence called non-forking, which generalizes
the notion of linear independence (in vector spaces), algebraic independence (in fields)
and more. We will not get into this, but rather to the more basic theory.

Definition

A type p(x) ∈ S(A) is definable if for any ϕ(x, y) there is some ψ(y) over A such that for
any a ∈ A, ϕ(x, a) ∈ p iff ψ(a) holds.

Theorem

The following are equivalent:

T is stable.

Every type is definable.

For some λ ≥ |T|, if M � T is of size |M| ≤ λ then |S(M)| ≤ λa.

aThis property is the reason for the name “stable”.
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For us, it is more interesting to look at the definition of a stable formula rather than a
stable theory.

Definition

The formula ϕ(x, y) has the binary tree property if there is a sequence (as)s∈2<ω , such
that:

For every η : ω → 2, Γη = {ϕη(n)(x, aη�n) | n < ω} is consistent (where ϕ0 = ¬ϕ,
ϕ1 = ϕ).

¬ϕ(x, a∅)

¬ϕ(x, a0) ϕ(x, a0)

ϕ(x, a∅ )

¬ϕ(x, a1) ϕ(x, a1)

Note that
by compactness, if a formula does not
have the binary tree property, then there
is some n < ω such that it is impossible
to find such a sequence (as)s∈2n .

Itay Kaplan (Hebrew University of Jerusalem) Machine Learning and Model Theory 22 / 46



Introduction to model theory: stability and NIP

Theorem (Shelah)

The following are equivalent for a formula ϕ(x, y):
1 ϕ is stable: it does not have the order property.
2 ϕ does not have the binary tree property.
3 For every set A of y-tuples, every ϕ-type over A is definable.
4 Uniform definitions of ϕ-types: there is a formula ψ(y, z) such that for every set A of

y-tuples (of size ≥ 2), every ϕ-type over A is definable with an instance of ψ over A (i.e., the
defining formula is of the form ψ(y, c) for some c form A).

5 For any set A of y-tuples, |Sϕ(A)| ≤ |A|+ ℵ0.

Example

The formula x = y is stable. For a set A, there are two possible kinds of types: the
realized types containing x = a for some a ∈ A, and the non-realized types. The types of
the first kind are uniformly definable using the formula ψ(y, z) = (y = z), and the types
of the second kind are definable using the formula y 6= y.

We will not go over the whole proof, but I do want to explain the move from (2) to (4).
This uses the notion of a rank.
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Definition

For a formula ϕ(x, y) and any formula ψ(x) (with parameters), let rankϕ(ψ) (the 2-rank)
be the maximal number m such that for some (bt)t∈2<m , for every s : m → 2,
Γs = {ϕs(n)(x, bs�n) | n < m} is consistent with ψ(x) (where ϕ0 = ¬ϕ, ϕ1 = ϕ). If there
is no maximum, then let rankϕ(ψ) = ∞.

Proposition

The following hold for formulas ϕ(x, y) and ψ(x):
1 If ψ is consistent then rankϕ(ψ) ≥ 0.
2 For any number k < ω, rankϕ(ψ) ≥ k+ 1 iff for some b,

rankϕ(ψ ∧ ϕ(x, b)), rankϕ(ψ(x) ∧ ¬ϕ(x, b)) ≥ k.
3 ϕ(x, y) is stable iff rankϕ(ψ) <∞ for all ψ, iff rankϕ(x = x) <∞.
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Let us see how to use the 2-rank in order to show that if ϕ(x, y) is stable then there are
uniform definitions of ϕ-types: there is a formula ψ(y, z) such that for every set A of
y-tuples (of size ≥ 2), every ϕ-type over A is definable with an instance of ψ over A.
First, it is enough to show that for every ϕ there are finitely many formulas that “work”
for all types. Let p ∈ Sϕ(A). Starting with ψ0 = (x = x), find formulas ψi in p such that
ψi+1 ` ψi and rankϕ(ψi+1) < rankϕ(ψi). This process must stop after at most
rankϕ(x = x)-steps. Let ψ(x) be the final formula. Then ϕ(x, c) ∈ p iff
rankϕ(ψ) = rankϕ(ψ ∧ ϕ(x, c)). Now note that this last condition is a definable
condition on c.

Problem

Not all interesting theories are stable!

Since stability is “lack of order”, all ordered structures are not stable, e.g., (N, <).
We now go to our second important class: NIP.
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Definition

Suppose T is an L-theory and ϕ(x, y) is a formula (with a partition of the free variables).
Say that ϕ(x, y) has the independence property (or IP) if there are (in some model) (ai)i<ω

and (bs)s⊆ω such that ϕ(ai, bs) holds iff i ∈ s. Say that ϕ is NIP if not. The theory T is
NIP if all formulas are NIP.

By compactness if ϕ(x, y) is NIP, there is some n < ω for which such (ai)i<n and (bs)s⊆n

do not exist. What does this remind you?

Proposition

A formula is NIP iff for some/every M � T, the family {ϕ(Mx, a) | a ∈ My} is a VC-class.

Historical notes

This is a straightforward observation, but it was only discovered in 1992 by Laskowski,
see [Las92].

Lemma

ϕ(x, y) is NIP iff ϕopp(y, x) is NIP. Here, ϕopp is the same formula but with the partition of the
variables reversed.
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Some examples:

Example

1 Every stable theory is NIP.
2 Every pure linear order is NIP (e.g., (Q, <)).
3 RCF (the theory of real closed fields), i.e., Th(R,+, ·, <) is NIP, as well as any

o-minimal theory.
4 ACVF, the theory of algebraically closed valued fields.
5 Ordered abelian groups.

The theory of NIP is very rich and beautiful; it has been developed a great deal in recent
years, due to works of Shelah, Poizat, Pillay, Simon, Chernikov, and many others. For
more see [Sim15]. A very simple and useful characterization of NIP is:

Proposition

ϕ(x, y) is NIP iff it has finite alternation: if (bi)i<ω is indiscernible then

{ϕ(x, bi) | i < ω even} ∪ {¬ϕ(x, bi) | i < ω odd}

is inconsistent.
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Connections between NIP and PAC learnability

Let us try to translate between these two worlds that we saw, the machine learning
world, and the model theory world. Suppose that H is a hypothesis class with domain
X. Recall that this means that the elements of H are functions from X to {0, 1}. In
other words, these are subsets of X. It thus makes sense to consider this situation model
theoretically, by defining a two sorted structure (X,H,∈) with the relation begin x ∈ h
iff h(x) = 1.
By the main theorem of PAC learning, H is PAC learnable iff the formula x ∈ y is NIP.
Recall that stability can be defined in terms of counting types. Is there a similar thing
for NIP? It turns out that there is.

Lemma

ϕ(x, y) is NIP iff there is some n < ω such that for any finite set A of y-tuples, |Sϕ(A)| ≤ |A|n.

This lemma is called the Sauer-Shelah lemma (sometimes Sauer-Shelah-Perles, and
sometimes Sauer-Shelah-Perles-Perles). This was crucial in the proof of the PAC
theorem mentioned above.
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For a set-system (X,F), let the shutter function πF : N → N be the function
πF (n) = max{|F ∩ X0| | X0 ⊆ X, |X0| = n}, where F ∩ X0 = {S ∩ X0 | S ∈ F}.
Put in more precise words, the Sauer-Shelah lemma states:

Lemma

1 If F is a VC-class then πF grows polynomially. Indeed, πF (n) ≤
∑d

i=0

(n
i

)
where d is the

VC-dimension of F .
2 If F is not a VC-class then πF grows exponentially.

Let us see how this implies the bound on the number of types stated above, i.e., that
ϕ(x, y) is NP then for some n < ω, for any finite set A of y-tuples, |Sϕ(A)| ≤ |A|n. Recall
that ϕopp(y, x) is NIP as well, and let d be its VC-dimension (this is called the dual
VC-dimension). Since finite types are realized, the number of ϕ-types is the same as the
number of sets of the form ϕ(c,A) for some x-tuple C. Thus, its number is bounded by
a polynomial in d.
The way to see that for a stable formula ϕ, the number of ϕ-types over a set A is
bounded is by the fact that all ϕ-types are uniformly definable: there one only needs to
count the number of possible parameters from A. Thus, the Sauer-Shelah lemma holds
trivially for stable formulas: if the defining formula is ψ(y, z), then the number of types
is bounded by A|z|. (This is the complicated way to see that stable formulas are NIP.)
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This leads to an interesting question: whether the same is true for NIP formulas. This
was asked by Laskowski, see [JL10], and it deserves a definition.

Definition

We say that ϕ(x, y) has uniform definability of types over finite sets (UDTFS) if there exists a
formula ψ(y, z) such that for every finite set A ⊆ U y with |A| ≥ 2 the following holds:
for every b ∈ U x there exist c ∈ Az such that ψ(A, c) = ϕ(b,A).

Question

Is NIP equivalent to UDTFS?

Example

Consider (Q, <) (or any linear order) and the formula ϕ(x, y) = x < y. Assume that p
is a ϕ-type which contains some positive instance of ϕ. What would be the defining
formula ψ(y, z)? z ≤ y: let a ∈ A be minimal such that (x < a) ∈ p, then (x < c) ∈ p iff
a ≤ c.

It turns out that this question was also important in machine learning, under the name
of compression schemes.
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Definition

Let H be a hypothesis class with domain X. Say that H has a compression scheme if there
is some k < ω such that, letting Z = X× {0, 1}:
For all m < ω there exists A : Zm → mk and B : Zk → H such that for all h ∈ H, if
i0, . . . , ik−1 < m is the result of applying A to ((xi, h(xi)))i<m then
B(((xij , h(xij)))j<k) = h|{xi|i<m}.

In other words, A can compress the examples, while B can recover the restriction of h to
these examples. It is not too hard to see that having a compression scheme implies that
the class has finite VC-dimension and hence PAC-learnable (essentially by the
Sauer-Shelah lemma), but the converse deserves a question, asked by Warmuth.

Question

Is PAC-learnable and having a compression scheme equivalent?

Let us see how this is related to UDTFS. Suppose that if ϕ is NIP then it has UDTFS.
Then, let H have finite VC-dimension and consider the structure (X,H,∈). By
UDTFS, the formula y ∈ x has a uniform definition ψ(y, z): for every finite set A ⊆ X
with |A| ≥ 2 and every h ∈ H there exist c ∈ Az such that
ψ(A, c) = {x ∈ A | h(x) = 1}. But then clearly one can reconstruct h|A from c and ψ,
so A will choose the parameters c, while B applies the formula ψ.
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It turns out that the answer to both questions is “yes”, but before going into that, a bit
of history:

1 In [CS15], Chernikov and Simon proved UDTFS under the assumption that the
whole theory is NIP (rather than the formula). Crucial in their proof was
Matoušek’s (p, q)-theorem which we may return to. They in fact proved more: the
existence of uniform honest definitions, but I will not go into this now.

2 In [LS13], Livni and Simon distilled away the model theory from the
above-mentioned result and proved the existence of a compression scheme under
additional assumption that not only H has finite VC-dimension but also some
related classes, called “alternating” classes.

3 In [MY16] Moran and Yehudayoff prove the existence of compression schemes for
all classes of finite VC-dimension, improving Livni and Simon’s result. Their
result could be interpreted as finding UDTFS assuming the existence of Skolem
functions. There are still questions of bounds.

4 Finally, the question of UDTFS was resolved in [EK20] (by my student Shlomo
Eshel and myself). This was done by adding one extra ingredient to the proof of
Moran and Yehudayoff mentioned above, the recursive teaching dimension, which
we now explain.
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The recursive teaching dimension refers to another learning model, different from the
PAC model we discussed earlier. Now X is a finite set, and as usual H is a set of
functions from X to {0, 1}. The idea is that there is a student and a teacher, and they
work together: the teacher want to teach some hypothesis h ∈ H. The teacher is thus
looking for the smallest set X0 ⊆ X such that if the students knows h|X0 and knows H,
then the students can determine h completely: h ∈ H is the unique h′ ∈ H such that
h′|X0

= h|X0
. X0 is called a teaching set for h.

The teaching dimension of H is the smallest k such that every h ∈ H has a teaching set
of size ≤ k. However, this notion isn’t very good, as the following simple example
shows. Suppose that X = n = {0, . . . , n− 1} and that H consists of the empty set and
all singletons. Then, the teaching dimension is n. Let h represent the empty set. Then,
even if we know what h|X0 is for X0 of size n− 1 we still have two possible options for h.

Definition

The recursive teaching dimension (RTD) of H is the smallest k such that there is some
linear order < of H such that for each h ∈ H, the teaching dimension of H≥h is
bounded by k. In other words, there is some X0 ⊆ X of size ≤ k such that for any
h′ ∈ H with h′ > h, h′|X0 6= h|X0 .

What is the RTD of the example above? 1.
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Definition

The recursive teaching dimension (RTD) of H is the smallest k such that there is some
linear order < of H such that for each h ∈ H, the teaching dimension of H≥h is
bounded by k. In other words, there is some X0 ⊆ X of size ≤ k such that for any
h′ ∈ H with h′ > h, h′|X0

6= h|X0
.

The idea is that we order the hypotheses by first taking those with the smallest teaching
set, removing them, and continuing recursively. When shown h|X0

, the student finds h
by choosing the first h′ going backwards which agrees with h on X0. Note that the
teacher and student do not need to agree on the order, as long as they follow the above
procedure.

Theorem (Chen, Cheng and Tang [CCT16])

If H is PAC learnable (i.e., has finite VC-dimension) then it has a finite recursive teaching
dimension which depends only on the VC-dimension of d.

The bound found in [CCT16] is exponential in the VC-dimension. This was later
improved to a quadratic bound by [HWLW17]. The question of optimal bounds is still
open.
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What does the existence of a bound on the recursive teaching dimension give model
theory?

Definition

A type p ∈ S(A)) is isolated if there is some formula ψ(x) ∈ p such that ψ(x) ` ϕ(x) for
any ϕ(x) ∈ p. If p is a ϕ-type, ψ is a conjunction of instances of ϕ,¬ϕ from p. When ψ
is a conjunction of k instances, we say that p is k-isolated.

Proposition

If ϕ(x, y) is NIP then there is some k < ω such that: for any finite set A of y-tuples there is some
p ∈ Sϕ(A), such that p is k-isolated. Furthermore, if θ(x) is a consistent conjunction of n
instances of ϕ, there is p ∈ Sϕ(A) containing θ which is (n+ k)-isolated.

Let us see why this is true. Let k be the recursive teaching dimension suitable for the
VC-dimension of ϕopp (the dual VC-dimension). We can think of the space of types
Sϕ(A) as a hypothesis class with domain A, by identifying each type with the set of
positive instances of ϕ in it. Seen this way, this class has finite VC-dimension (bounded
by the dual-VC dimension of ϕ). By the choice of k, there is some type p with a teaching
set A0 of size ≤ k: p is the unique type which contains p|A0 . But since we considered all
the types, this exactly means that p|A0 ` p, as required.
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Let me shortly explain the idea of the proof of UDTFS from [EK20] that combines the
proof of the existence of compression schemes from [MY16] with the existence of the
recursive teaching dimension. Recall: given ϕ(x, y), we need to find ψ(y, z) such that for
any finite A of size ≥ 2, and any p ∈ Sϕ(A), p is definable with an instance of ψ over A.
It is enough to show that finitely many formulas work (by coding tricks). What Moran
and Yehudayoff essentially proved, translated to the logical language was the following.

Proposition

There are some n and (odd) m (depending only on the VC-dimension of ϕ) such that the following
holds. Fix a finite set A. Suppose that we chose, for each ϕ-type q of size ≤ n over A, a
realization aq once and for all. Then, given any ϕ-type p ∈ Sϕ(A) (A finite), there are finitely
many subsets A0, . . . ,Am−1 ⊆ A, each of size ≤ n, such that for every a ∈ A,

ϕ(x, a) ∈ p ⇐⇒ |{j < m | ϕ(aj, a)}| > m/2

where for j < m, aj = ap|Aj .

How to get definability? Let k be as in the previous slide. For a type q as above, let aq be
such that tpϕ(aq/A) is k+ n-isolated (exists by the choice of k). Then, instead of writing
ϕ(aj, a), we can use an appropriate implication.
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Online learning and stability

Let us discuss another learning model. In PAC learning, e.g., in the avocado example, a
learner tastes a bunch of avocados and then forms a hypothesis based on those. What if
instead, the learner takes an avocado, tastes it, and uses it to make a prediction for the
next avocado and so on? This model is called online learning.
Let us make it more formal. As in the PAC learning model, we have a hypothesis class
H with domain X and a learner aims to learn a hypothesis h ∈ H. The learner is aware
of H. The online learning model takes place in rounds. In each round the learner is
given a point x ∈ X and they try to guess h(x) based on the previous rounds. Then, the
true answer h(x) is revealed, and so on. As opposed to the PAC model, the sequence
can be chosen even adversarially (and not randomly).
Formally, an online learning algorithm A is a strategy for L in the following game.
There are two players, Adv and L. Adv starts with choosing some hypothesis h. In
round i Adv submits a point xi from X, and L submits an answer yi ∈ {0, 1}. Then Adv
reveals h(xi). Given some S = (xi)i<n, let MA(S, h) = |{i < n | yi 6= h(xi)} (the number
of mistakes), and MA(H) = sup{MA(S, h) | S ∈ X<ω, h ∈ H}.

Definition

The hypothesis class H is online learnable if for some A, MA(H) <∞.
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Question

Which classes are online learnable?

It turns out that similarly to the case of PAC learnability, this has a concrete
combinatorial answer. This is called the Littlestone dimension, named after Nick
Littlestone.

Definition

Let H be a hypothesis class with domain X. A shattered tree of depth d is a sequence of
points from X, (vs)s∈2<d , indexed by a full binary tree of depth d, such that for every
t ∈ 2d there is h ∈ H such that h(vt�k) = t(k) for each k ≤ d.
The maximal d for which a shattered tree of depth d exists is the Littlestone dimension
of H, denoted by Ldim(H). If no such d exists, Ldim(H) = ∞.

v∅

v1

v10
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Lemma

For any online learning algorithm A, and any hypothesis class H, MA(H) ≥ Ldim(H).

Proof.

To illustrate, suppose that Ldim(H) = 2 and let (vt)t∈2<2 witness this. In the game,
Adv will start with v∅. Suppose that L responds with 0. Then Adv says that the correct
answer is 1 and responds with v1. Suppose that L responds with 1. Then Adv responds
that the correct answer is 0. There is some h ∈ H such that h(v∅) = 1 and h(v1) = 0
(the h corresponding to (10)). This guarantees at least 2 mistakes.

Thus, if Ldim(H) = ∞, H is not online learnable. It turns out that:

Theorem

H is online learnable iff Ldim(H) <∞.

The idea of the proof is the “Standard Optimal Algorithm (SOA)”, which, given the
game so far ((xi, h(xi)))i<k, determines the Littlestone dimensions dα of the class Hα of
all h′ ∈ H for which h′(xi) = h(xi) for all i < k and h′(xi+1) = α for α ∈ {0, 1}. Let α∗

be such that dα∗ is maximal, and, for xk respond with h′(xk) for some h′ ∈ Hα∗ . Then
MA(H) ≤ Ldim(H). (Essentially because each mistake reduces the dimension of the
corresponding class.)
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At this stage the following might not be surprising.

Proposition (Chase and Freitag, [CF19])

Consider the two sorted structure (X,H,∈). Then y ∈ x is stable iff H is online learnable.
Moreover, Ldim(H) = rankϕ(x = x).

One almost immediate corollary of this is that H is online learnable iff the dual of H
(which is just the class of functions h 7→ h(x) for x ∈ X) is online learnable, which is not
at all clear from the definition. I will end with one result recent result in the subject.

Theorem ([ABL+22])

Differentially private learning and online learning are equivalent.

I will not go into the details of differentially private learning. This is related to PAC
learning, with the idea is that there one cannot determine if a sample participated in
the training of the algorithm even after getting its output and all the elements in the
training set of examples except one. Importantly, first it was shown that the class of cuts
(or thresholds) is not differentially private learnable, and only through via the
equivalence with the order property the connection to online learning was made. See
also [MM23] for an overview.
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